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• Definition Semi-structured documents ,are a common type of data containing free text in natural 
language(unstructured data) as well as additional information about the document, or meta-data, typically following a 
schema or controlled vocabulary(structured data).

• Examples : help-desk data ,Travel reviews and Aviation Safety Incidents data 

• Simultaneous analysis of unstructured and structured data enables the discovery of hidden relationships that cannot be 
identified from either of these sources when analyzed independently of each other 



• A text corpus is a large and unstructured set of texts present every where. The ability to find 
patterns or relationships  by mining text documents is crucial. Machine-learning and text-mining 
communities have witnessed an important development of methods for automatic document 
analysis

• One interesting observation is that text corpora usually come along with structured data

• Help-desk data : help-desk data from a company, a problem description is usually stored with 
other  fields ,such as date and time of the inquiry, client location , and product information.

• an analyst aided by text-mining tool may find several clusters of documents describing problems 
that are similar or related. 

• Are certain product-type anomalies reported by customers more likely to be produced in certain 
factories over others?

• Is a given type of inquiry positively correlated with certain customer locations? 

• To verify these sort of hypotheses , or even to discover unexpected relationships in this type of 
data, we need computational support to bridge the analysis on the structured and unstructured 
components of the data. 



The first goal
To enable a user to discover patterns hidden in the text and metadata 
by means of a visual and interactive exploration of the data. 
By combining the results of user driven document clusters with the 
associated document metadata 

They provided  a low latency between user interaction and system 
response, so that users can keep engaged with the exploration of the 
data.

Measuring similarity is key in text mining, ViTA-SSD provides a 
way to influence similarity based on user input. 

The second goal is to make the discovered patterns 
understandable and verifiable by lay users

Two Goals of ViTA-SSD Two practical aspects of ViTA-SSD

ViTA-SSD A visual text analytics tool for semi-structured documents (ViTA-SSD), that aims to support the user 
in the exploration and  finding insightful patterns in a visual and interactive manner in a semi-structured 
collection of documents



• There are three major research contributions in this work.

• First, we present a novel dimensionality reduction method, dtCSM, which is one of the 
core elements of the system, to represent the unstructured part of the data. This compact 
representation supports both visualization of the corpus and fast text similarity. Speeding 
up the text similarity computation supports agile interactivity for large document 
collections, which is a crucial requirement in visual analytics tools.

• Second, we propose a clustering approach for large document corpora that allows user 
supervision on the compact representation obtained by dimensionality reduction.

• Third ,we propose a visual analytics system to facilitate the discovery of patterns in semi-
structured data by taking advantage of our novel text-mining algorithms in conjunction 
with existing visualization and interaction techniques



Back end algorithms

a. Deep t-Distributed Correlative Subspace Mapping (dtCSM)

• The application of dimensionality reduction for 
visualization and representation of documents is not new .

• Semantic relation ships ,first  provide a two-dimensional 
representation of the corpus that users can visualize and 
interact with.

• Second, since the reduced space is a good approximation 
of the original representation of the corpus, this compact 
representation allows considerably faster measuring of 
similarity among documents, hence clustering algorithms 
can run in an interactive manner.

• Numerous approaches have used variants of Principal 
Component Analysis (PCA), Latent Semantic Indexing or 
Multidimensional Scaling [Choo et al. 2009; Huang et al. 
2005; Risch et al. 2008; Zhu and Chen 2007] as 
dimensionality reduction methods for text. 

• The main problem with PCA-like approaches and 
classical scaling methods is that they focus mainly on 
retaining large pair wise 
distances[vanderMaatenetal.2009].This is typically 
undesirable for text corpora because distances between 
similar documents are not well preserved

• They  present a dimensionality reduction method that they 
call deep as t-distributed Correlative Subspace Mapping 
(dtCSM). 

• They are extending a supervised linear dimensionality 
reduction method to learn a highly nonlinear parametric 
mapping, which is fully unsupervised.

• Let xi denote a document in the input space. The mapping 
of a point xi on the embedded space is defined by the 
output of a neural network, and pairwise distances in the 
embedded space are calculated as probabilities under a 
Student’s t-distribution. 

• Formally, let f(xi|W) be defined as the output of a neural 
network, where W contains the weight matrices from all 
layers

• Finally, we define dtCSM cost function as: 

C = -r(P,Q)

Where ‘r’ is the Pearson correlation, and Q and P are the 
matrices of pairwise neighbor probabilities



b.Fast user super vised clustering : 

• Important feature of visual analytics systems is to 
provide some sort of supervision to better reflect users’ 
intentions. 

• Therefore, in addition to clustering documents in real 
time to facilitate corpus exploration, ViTA-SSD also 
allows the user to influence the clustering process 
interactively

• In this approach, features are extracted/provided so that 
they can be appropriately reweighted in the data 
representation, hence have a higher influence when 
distances are calculated.

• Their  approach enhances the fast clustering method 
“mini-batch k-means” [Sculley 2010] by incorporating 
feature supervision so that the suggested terms can have 
a higher influence on the clustering process.



c. Pattern extraction
• One of the most important components of ViTA-SSD is its support for finding interesting patterns in the data.

• There are two types of patterns that the system extracts. .

• The first type of pattern (P1) involves correlations between the free text description and the metadata.

• To determine the significance of these correlations, we apply a modified version of Pearson’s χ2 test to each cluster and metadata pair [Pearson 
1900], where the null hypothesis corresponds to no significant correlation between the pair, that is, the cluster and the metadata value 
frequencies are statistically independent

• The second type of pattern (P2) aims at detecting a significant increase in the frequency of a metadata value based on the current selection of 
documents



ViTA-SSD



Front end : Visualization and Interactivity

• Selected/Unselected :  Users interact with the interface in such a way that documents that need to be considered for 
further analysis remain selected, while those that do not need to be considered in the analysis are unselected

• Visible/Invisible : When visualizing large collections, some of the documents are intentionally hidden by the interface

• Active/Removed: At the beginning, all documents are active. Documents that are unselected can also be removed from 
the system in order to reduce the visual clutter.

• Tagged/Untagged: At the beginning, all documents are untagged. We say that a document is tagged when it has been 
saved so that it can be recovered later

• Other panels and Additional options.

• The left table is used to explore documents in a one dimensional order, that is, by document ID, alphabetical, or cluster.

• The right table lists all documents that were tagged as relevant during the exploration of the corpus.

• The navigator for providing context while zooming in and out of the scatterplot

• The full document and its metadata can be explored at anytime by clicking



• Document exploration
• A scatterplot ,2D .
• using dtCSM ,unstructured component of corpus 
• each point ->document 
• Documents close to each other are similar
• Each point has a color according to cluster

• Meta data analysis 

• Used Pattern extraction 
• bridging the unstructured and structured content.
• Show the statistical significance of the two types patterns .
• Matrix  layout ,rows ->clusters ;columns ->meta data values 
• correlation (e.g., p < 0.05 and p < 0.01) very strong correlation ,
• light and opaque colors of the cluster



• Cluster Analysis : This panel is responsible for
visualizing the text analysis of the unstructured content
of the clusters of documents.

• divided into three parts.

• Cluster Relationship diagram, which is a chord diagram
that shows pairwise similarity relationships between the
document clusters.

• The thickness of the chords connecting two clusters is
calculated based on the percentage of shared keywords
weighted by the importance of each keyword in its
cluster

• word cloud showing the main keywords of the last
cluster hovered over in the Cluster Relationship diagram.

• Snippets of the three most representative documents of
the cluster the word cloud

• three snippets have the keywords present in the word
cloud underlined so that the analyst can grasp the gist of
a representative document in that cluster and understand
what makes the words of the word cloud important for
the current cluster.



Data sets 

• Used  four datasets in this article. 

• The first is a collection of hotel reviews extracted from Trip Advisor 

• Worked  with all reviews from the hotel with the highest number of reviews. After removing non-
English reviews, ended up with 2,617 entries for this hotel. 

• Entries
ü a free text description of the guest’s opinion of the hotel,
with the following metadata:
ü year of the review
ü a 1 to 5 score for different aspects (i.e., business service, service, check-in/front desk,

cleanliness, location, rooms, value, and overall).
ü reviewer’s gender
ü age



Analyzing Hotel Reviews from Trip Advisor

• Combining unstructured review data with structured metadata of the 
review

• Reviews are most difficult types of documents to process because it 
has sarcasm, comments.

• the reviewers can reveal insights that are of interest to hotel managers 
and hospitality researchers 

• data analyst is interested in knowing more about negative experiences 
of guests based on the reviews .

• Analyst filters the meta data analysis panel the opinions 
corresponding to people who rated the hotel 3 or less, which 
represents around 16% of all the reviews. 

• Uses 8 clusters to differentiate the reviews in groups, by looking at the 
cluster analysis panel, the analyst can rapidly identify what the 
common topics of each cluster are.
• Cluster 1 : Honeymoons 
• Cluster 2 : beach 
• Cluster 3 : resort ,brand name 
• Cluster 4 : room and food 
• Cluster 5 : hotel service 
• Cluster 6 : pool
• Cluster 7 : review with pictures 
• Cluster 8 : expectations not met 



Document Finding and Analysis in Aviation Safety Incidents

• Safety of civil aviation is promoted by analyzing records 
of past aviation incidents to obtain insight into the causes 
and take corrective actions, such as improving operational 
policies and procedures or modifying failing components 
of an aircraft, to prevent future occurrences of similar 
incidents.

• Collection of aviation incident reports, which are 
available from the NASA Aviation Safety and Reporting 
System (ASRS) website.

• Used metadata fields for pattern identification: year and 
month, local time, local reference, state reference, flight 
conditions, light, aircraft operator, make/model, crew size, 
FAR part, flight plan, mission, and flight phase. 

• Let us assume that the analyst would like to have a cluster 
devoted only to wake turbulence incidents while also 
keeping all other documents selected. Wake turbulence 
(commonly referred to as “wake” or “wake turb”) 
incidents are especially hazardous at low altitudes and 
area topic of common investigation



EVALUATION OF VITA-SSD TEXT MINING ALGORITHM

• Evaluating dimensionality reduction methods, as with most unsupervised 
methods is important.

• embedding quality is proposed: QNX. This measure can be derived from other 
common evaluation metrics, known as trustworthiness and continuity, proposed 
earlier in Venna and Kaski [2001]

• Compared dtCSM to other state-of-the-art dimensionality reduction method

• Latent Semantic Indexing(LSI) [Deerwesteretal.1990] ,parametric-
SNE(ptSNE)[van der Maaten 2009], and deep Autoencoders [Hinton and 
Salakhutdinov 2006].

• The above are unsupervised methods that allow an out-of-sample extension (i.e., 
using new data on the learned representation). 

• Second, ptSNE and Autoencoders were selected as they are also based on deep 
architectures, hence they share the convenience for batch training on large data.  

• We can see that, in the first two datasets, dtCSM has consistently higher values of 
QNX, while on TripAdvisor, it is among the top two methods up to the 
neighborhoods of size 70 and lower, and it is the first one for neighborhoods of size 
higher than 70. These results place dtCSM as a powerful dimensionality reduction 
method for preserving topologies on bi dimensional embeddings. 



• Dimensionality reduction methods can also be compared by using labeled 
instances

• computed clustering metrics as a measure of the suitability of the reduced 
representation to calculate similarities and its capacity to adapt to new incoming 
data

• trained dimensionality reduction methods on 90% of the ASRS1k data (referred 
to in the tables as old data). they then model the remaining10%of the data as if 
these were new data coming into the system.

• We have applied four different strategies to represent the new data in the low-
dimensional space, which we present in ascending order of computation time.

• We can see from the experiments that dtCSM performs better than the competing 
methods in terms of dimensionality reduction and clustering metrics.

• ASRS1k was the only dataset used for clustering evaluation as this was the only 
semi-structured dataset with thematic labels



Fast User-Supervised Clustering

• Grouped the documents based on their labels and, using 
keyword extraction method, extracted the first keyword of 
each group

• they used this as a controlled way of extracting just one 
meaningful term from each labeled group; in this way, 
they  influence the clustering results towards how the 
clusters should be. 

• AMI and ARI clustering results on a dtCSM-learned 
space and using different influence factors are shown



Time-Complexity Analysis
• One of  main design goals for this  system is to keep time complexity of 

interactive algorithms to a minimum.

• The first reason for this is that this allows the system to scale well for 
increasingly larger data size collections.

• The second reason is that this allows users to interactively explore the data 
without fear that certain actions will result in long waiting times.

• The complexity of the keyword extraction algorithm is governed by O(t·n).

• Note that, when n increases, t does not increase at the same pace(or it 
number could be bounded by standard feature selection algorithms).
• K-> top keywords

• t-> number of terms

• n -> size of the batch documents

• computation of the keywords of a cluster is independent of other clusters. 
This means that, if only one cluster changes, only those keywords have to 
be recomputed. 

• Also, a trivial parallelization scheme could be applied to compute the 
keywords of more than one cluster at a time. Processing times of these 
main operations



EVALUATION OF VITA-SSD AS A VISUAL ANALYTICS SYSTEM

• They evaluated system from a user perspective 

• In the first evaluation, used a controlled study with 18 participants that used ViTA-SSD and a spreadsheet. 

• used three types of analytical scenarios: “turbulence encounters,” “bird strikes,” and “flight crew fatigue issues.

• the spreadsheet software used is a elementary baseline, they  wanted to assess the usefulness of the interactive and visual aspects of 
ViTA-SSD. The ratings provided by the participants were positive and quite consistent. 

• The selection of the visual tool over the spreadsheet indicates that, for the given tasks, participants have a preference for a visual and 
coordinated interface that allows data to be analyzed from different perspectives. 

• objective of this user study was to get external feedback to help us in improving the design and some methodological aspects of our 
tool. This led us, the incorporation of user supervision into the clustering process.



• Evaluation of Participants performance 

• we focused on F-measure, which is a generally accepted 
compromise between these two measures.

• Our goal is to test the hypothesis of whether participants 
get a higher F-measure when using ViTA-SSD.

• This is why they asked the same participants to use both 
software tools, so that we can measure the difference in 
performance on each tool for the same participant. 

• to quantify the impact of the different sources of variance, 
they  performed ANOVA tests with fixed effects



• second evaluation of the system was an interactive session 
with domain experts, in which walked through some 
analytical scenarios. 

• the comparison of the capabilities of ViTA-SSD with 
QUBIT highlights the benefits of the tool in the context of 
information finding and sense-making. 

• The main goal of ViTA-SSD is to allow the identification of 
patterns by linking the structured and the unstructured data. 
In this regard, results observed from the user study were 
highly satisfactory.

• Similarly, domain experts rapidly appreciated the capacity 
of identifying unexpected frequent metadata values 
occurring in similarly grouped documents.



Limitations One aspect was related to not being able to have information of all clusters visible at the same time. This 
forces the analyst to inspect each of the clusters.

To provide more information, especially in the metadata analysis panel, on 
the number of documents per cluster or the numbers involved in the 
calculation of the significance tests

concerns on the scatterplot interactivity for largest datasets, 
which could range in size from 100,000 to a few million 
documents. 



Conclusion

Importance of semi-structured data 

Explained ViTA-SSD tool and use cases

Explained and Evaluated the text mining algorithms 

Evaluated the tool as a Visual Analytics system

Some text processing capabilities could be incorporated into the system ,such 
as a  sentiment analysis module



Thank you 


